Discriminating time-lapse saturation and pressure changes in CO2 monitoring from seismic waveform
and CSEM data using ensemble-based Bayesian inversion
Svenn Tveit* and Trond Mannseth, Uni Research CIPR; Morten Jakobsen, University of Bergen
SUMMARY
The problem of discriminating between effects of saturation and pressure changes on geophysical data when monitoring CO2 sequestration is considered. We propose an inversion methodology where controlled-source electromagnetic
(CSEM) inversion for approximate location of regions of saturation changes is performed and subsequently used as prior
information in a Bayesian inversion of seismic waveform data
(in the acoustic approximation) for identification of regions of
both saturation and pressure changes. To facilitate identification of regions we utilize a level-set type representation of
the unknown properties. Both the CSEM and seismic inversions are performed using the ensemble Kalman filter, which
updates property models without calculating sensitivities, and
provides the ability to quantify uncertainty in the models. The
proposed inversion methodology is applied to synthetic CO2 monitoring test cases. It was found that it was necessary to use
information on saturation changes from inversion results from
CSEM as prior information in the seismic inversion to be able
to accurately locate both saturation and pressure changes.

INTRODUCTION
Geophysical monitoring is important in many aspects of CO2
sequestration, such as, surveillance of plume placement, identification of hazardous pressure build-up, identification of CO2
leakage to the overburden, and verification of fluid-flow simulation results of CO2 injection. In this regard, it is important
to be able to discriminate between time-lapse changes in saturation (DS) and pressure (DP). The most common geophysical
monitoring method is seismics, and methodologies for estimation of DS and DP from seismic AVO data alone have been
proposed (see, e.g., Landrø, 2001). Estimating DS and DP with
this methodology requires calibration against well data. With
CO2 sequestration the number of wells will, however, be low
(to reduce leakage risk), reducing the reliability of the methodology. To improve discrimination between DS and DP, one
option is to combine seismic data with data from other geophysical methods such as CSEM (see, e.g., Hoversten et al.,
2003). Changes in electric conductivity (Ds ) are not sensitive
to DP, while changes in bulk velocity (DVp ) are sensitive to
both DS and DP. Hence, CSEM data can provide useful information in combination with seismic waveform data in the
acoustic approximation to improve discrimination between DS
and DP.
There are, broadly speaking, two options to obtain information
on DS and DP from inversion of seismic and CSEM data: (i)
use petrophysical relationships between DS, DP and Ds , DVp ,
and invert for DS and DP directly; (ii) invert for Ds and DVp
(Gallardo and Meju, 2003), and subsequently infer regions of
nonzero DS and DP. In this paper we chose the latter option.

There have been many suggestions in the literature on how to
utilize seismic and electromagnetic (CSEM and MT) data together, e.g., through various joint inversion methods (see, e.g.,
Abubakar et al., 2012; Lien, 2013). In light of the above discussion, we will use inverted results from CSEM data as prior
information in a Bayesian inversion of seismic data. Thus, our
methodology consists of two separate inversion steps: first, an
inversion of CSEM data to approximately locate the saturation
front; and second, an inversion of seismic data, with information about the saturation front from the CSEM inversion as
prior information, to locate the pressure front and to improve
localization of the saturation front.
In this study, we choose to calculate property changes as the
difference between separate inversion results from two data
vintages. Furthermore, we aim to identify region boundaries,
and not individual grid-cell values. A level-set type representation is therefore applied for s and Vp when inverting the vintage data. With this representation it is possible to separately
change region attributes and region boundaries. The separate
inversions of CSEM and seismic data are performed with an
ensemble-based approach that avoids calculation of sensitivities and provides quantification of uncertainty (see, e.g., Tveit
et al., 2015a). We demonstrate the inversion methodology on
synthetic, 2D numerical examples of a CO2 -monitoring setting
where saturation and pressure fronts do not coincide.

REPRESENTATION OF s AND VP
To represent s and Vp we apply a reduced, smoothed levelset representation (see, e.g., Tveit et al., 2015b). The property
models are split into Nc regions with approximately constant
attribute value, c⇤ = [c⇤1 , . . . , c⇤Nc ], where ⇤ denotes either s or
Vp . The boundary between two regions is given by the zerolevel of a higher-dimensional function, the level-set function.
By changing the level-set function, we implicitly change the
region boundary. To change the level-set function we use control parameters a⇤ = [a⇤1 , . . . , a⇤Na ]. With a small Na , such that
Nm = Na + Nc is much smaller than the number of forwardmodel grid cells, we are able to represent the region boundaries
adequately.
For models of s and Vp with more than two regions, several
level-set representations are viable. We use the commonly
applied Vese-Chan level-set representation (Vese and Chan,
2002), where Nc  2NLS , with NLS being the number of levelset functions.

ENSEMBLE-BASED INVERSION METHOD
We consider the two separate time-lapse inverse problems of
finding s from CSEM data and finding Vp from seismic data.

By using the level-set representation described in the previous section, we let m = [c⇤ , a⇤ ] 2 RNm be the unknown model
parameters. Furthermore, we let d 2 RNd be the data vector
containing the measured electric field in the receivers in the
CSEM case, and the measured (pressure) wavefield in seismic
case. The Bayesian formulation of the inverse problem is given
as
p(m|d) µ p(d|m)p(m),
(1)
where p(m) is the prior probability density function (PDF),
p(d|m) is the likelihood function, and p(m|d) is the posterior
PDF.
Only in the special case when p(m) and p(d|m) are Gaussian can p(m|d) be described by analytical expressions, i.e.,
the Kalman filter equations. In general, the forward modelling
equations are nonlinear, making p(d|m) non-Gaussian. Consequently, it is only possible to characterize p(m|d) using sampling methods. Correct sampling from p(m|d) requires the use
of computationally extremely expensive methods like Markov
chain Monte Carlo (see, e.g., Gilks et al., 1996), which limits their use to 1D or simple 2D models. Hence, we will use
an approximate sampling method, the ensemble Kalman filter
(EnKF) (Evensen, 1994), to characterize p(m|d).
The EnKF uses a Monte Carlo, or ensemble, representation of
the PDFs in (1), and updates the ensemble with the Kalman
filter equations. To this end, let M = [m1 , . . . , mNe ] be the
initial ensemble of Ne model parameters. Furthermore, let
D = [d1 , . . . , dNe ] be the ensemble of observed data, where
d j ⇠ N (d, Cd ), with Cd being the data covariance matrix and
N being the Gaussian distribution. The ensemble of model
parameters is then updated according to
M̂ = M + Cemg (Ceg + Cd )
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where G(M) = [g(m1 ), . . . , g(mNe )] with g(m j ) being the forward model output of model parameter j. Furthermore in (2),
Cemg and Ceg are sample covariance matrices defined as
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respectively, where the overbar denotes the sample mean.
In Fossum and Mannseth (2014a,b) it was indicated that results
closer to the true posterior can be expected if the update from
M to M̂ is done in a sequential manner, instead of using all
data at once. The sequential update procedure is enabled by
dividing the data, and the corresponding forward model outputs, into smaller subsets and assume that the subsets are independent of each other. The model parameters can then be
updated sequentially using (2) as many times as there are subsets of data, with M̂ from one sequential update being the prior
ensemble in the next sequential update step. Note that in the
first update step, M is the initial ensemble generated from prior
knowledge on s or Vp . In Fossum and Mannseth (2014a,b) it
was also shown that the final results may depend on how the
data is divided into smaller subsets. In the current paper, however, we will not investigate how to obtain the ‘best’ practice
for grouping the data.

Figure 1: Upper panel, and bottom left panel: True model for
s . Middle panel, and bottom right panel: True model for Vp .

In addition to obtaining an approximative uncertainty quantification, an advantage of EnKF is that no sensitivity calculations
are needed. The EnKF updates the model parameters by relating the changes in forward model output to changes in the
model parameters through correlations established in the sample covariance matrices (3) and (4). Consequently, the computational cost is mostly dependent on Ne , and independent of
Nm and Nd (Ne is typically chosen in the order of magnitude of
10 100). Various statistical properties may be calculated using the updated ensemble of model parameters. For example,
a single ‘best’ estimate can be obtained from the sample mean,
and uncertainty can be estimated by the sample covariance.

NUMERICAL EXPERIMENTS
We apply our inversion methodology to synthetic test cases
representing a CO2 -monitoring scenario. The CO2 has been
injected into an aquifer at x = 0 and flows from left to right, see
Figure 1. The scenario is set up such that the pressure front is
ahead (to the right of) the saturation front. The forward model
for CSEM is the 2.5D MARE2DEM simulator from Key and
Ovall (2011), while the forward model for seismic is the 2D
full waveform simulator using the T-matrix approach in the
acoustic approximation from Jakobsen (2012) and Jakobsen
and Ursin (2015); both modelling in the frequency domain.
Note that the inversions in the test cases are performed using
data from the latest vintage only. Hence, the result figures will
depict s and Vp at the latest vintage.
In the test cases, we will focus on locating the saturation and
pressure fronts, thus in the inversions we let c⇤ be fixed to the
true region values, and only invert for the structural control

parameters, i.e. m = a⇤ . In both the seismic and CSEM inversions, the inversion domain was 3 km wide and 100 m thick,
with the top of the domain being 2.4 km below the sea-floor.
The true model for s is shown in Figure 1, where the CO2
saturated region has conductivity of 0.03 S/m and the brine
saturated region has conductivity of 1 S/m. The true model
for Vp is shown in Figure 1, where there are three regions: the
leftmost region is behind the pressure front and CO2 saturated,
resulting in a velocity of 1800 m/s; the middle region is also
behind the pressure front, but is brine saturated, resulting in a
velocity of 1950 m/s; and the rightmost region is brine saturated and ahead of the pressure front, resulting in a velocity of
2100 m/s.
For the CSEM inversion 16 sources and 24 receivers were
used; the frequencies used were 0.25 and 0.5 Hz; and the observed data were generated adding 5% Gaussian noise to the
calculated horizontal electric field, Ex , obtained from the true
model. The CSEM data were grouped in 16 subsets for sequential updating, where each subset consisted of the receiver
data for both frequencies for one source position. For the seismic inversions 16 sources and 64 receivers were used with
the source wavelet being a Ricker wavelet with dominant frequency of 10 Hz; the frequencies used were 3, 6, 9, 12, and
15 Hz; and the observed data were generated adding Gaussian
noise corresponding to about 45 dB signal-to-noise ratio to the
wavefield obtained using the true model. The seismic data
were grouped into 5 subsets, where each subset consisted of
the data for all of the receiver and source positions at one particular frequency. In both the CSEM and seismic inversions,
the initial ensemble consisted of 100 members (i.e. Ne = 100)
drawn from the prior PDF. Since we focus on front locations in
the test cases, all of the result figures depict region boundaries.
The figures will be vertically exaggerated (like in the bottom
panel of Figure 1) for illustrative purposes.
The first step in the methodology is to estimate the front location of S based on results obtained for s when inverting
CSEM data. The initial ensemble for s (which in a real situation would be associated with estimates obtained from the
previous data vintage) was (otherwise arbitrarily) chosen with
an appropriate distance to the true conductivity/saturation front
corresponding to the current data vintage. Figure 2 shows the
results of the CSEM inversion. It is seen that there is a fairly
good correspondence between the mean of the final updated
ensemble and the true model, with some deviations in the middle part of the domain. It is also seen that the spread of the
ensemble members has not been reduced much from initial to
final updated ensemble, indicating that there is some uncertainty in the estimated conductivity/saturation front.
Before we proceed with the second step of the methodology,
we performed a seismic inversion without the CSEM result as
prior, to see how seismic data alone resolve the saturation and
pressure front locations. Hence, the initial ensembles corresponding to the saturation and pressure fronts were generated
in a similar manner to that used in the CSEM inversion. The
results from this test case are shown in Figure 3, top row. It
is seen from the mean of the final updated ensemble that the
saturation front has been well approximated while the pressure

front has not been resolved well. Furthermore, it is seen that
the spread of the ensemble members have been reduced significantly from initial to final ensemble, although a somewhat
higher model uncertainty is estimated for the pressure front.
In the second step in the methodology, we perform the seismic
inversion with prior information on the saturation front location obtained from the CSEM inversion results. The CSEM
inversion results are incorporated as follows: the mean of
the final updated ensemble is used as mean for the saturation front when generating the initial ensembles for the seismic inversion. Since the CSEM inversion results do not provide any prior information on the pressure front, we will do
two test cases with significantly different prior information on
that front to see how this information influences the seismic
inversion results. Figure 3, middle and bottom row, show the
results from the two seismic inversions. It is seen that in both
test cases the mean of the final updated ensemble accurately
estimates the true model. It is also seen that the spread of the
ensemble members have been reduced considerably from initial to final updated ensemble, indicating a significant reduction in model uncertainty. We also note that the two test cases
gave almost equally good results with two completely different
choices of prior information on the pressure front.
CONCLUSIONS
We have presented an ensemble-based, Bayesian inversion methodology for discriminating saturation and pressure
changes from time-lapse seismic waveform and CSEM data in
CO2 monitoring. In the methodology, CSEM inversion is performed to get an approximate location of saturation changes
which in turn is used as prior information in a subsequent seismic inversion to locate both saturation and pressure changes.
The unknown inversion parameters, conductivity and bulk velocity, are represented using a reduced, smoothed level-set representation. The CSEM and seismic inversions are performed
using the EnKF, a sequential Bayesian method that avoids sensitivity calculations and facilitates uncertainty quantification.
The numerical experiments showed that inversion of CSEM
data was able to identify an approximate front location of the
saturation changes. Inversion of seismic data without using
prior information from the CSEM inversion was not able to
identify the front location of both the saturation and pressure
changes. However, two test cases using the approximate front
location of the saturation changes from the CSEM inversion as
prior information in the seismic inversions were able to accurately identify both these front locations.
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Figure 2: Results from the CSEM inversion. From left to right: mean of the initial ensemble‘s region boundary (black) and true
region boundary (red); mean of the final ensemble‘s region boundary (black) and true region boundary (red); initial ensemble region
boundaries (grey) and its mean (black); final ensemble region boundaries (grey) and its mean (black).

Figure 3: Results from seismic inversion. From top to bottom: without prior from CSEM inversion result, and two cases with prior
from CSEM inversion result. From left to right: mean of the initial ensemble‘s region boundaries (black) and true region boundaries
(red); mean of the final ensemble‘s region boundaries (black) and true region boundaries (red); initial ensemble region boundaries
(grey) and its mean (black); final ensemble region boundaries (grey) and its mean (black).

